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Artificial intelligence (AI) is increasingly used to assist humans in various aspects of
everyday life, including high-stakes decision-making. Nevertheless, the question how to
design human-AI teams that optimally integrate the strengths of both parties, while mit-
igating their respective weaknesses, is still open. Machines excel in the analysis of large
data sets and the rapid discovery of subtle patterns, while it is a human strength to judge
new, uncertain situations based on tacit knowledge, intuition, or creativity. An interesting
open research question is, thus, how AI and human decisions can be integrated well such
that the resulting human-AI team exhibits better performance than AI or humans alone.

Allowing human-AI teams to achieve higher performance requires humans to adopt
AI advice when appropriate. Despite numerous works addressing confidence and trust in
AI, we still lack a clear view whether humans are willing to rely on recommendations
made by an AI or a human being, and what the underlying mechanisms are. Recent re-
search has shown that people often follow recommendations from an AI whether they are
accurate or not, and independent of their expertise [1]. While a large number of studies
has focused on effects of an AI’s properties like its accuracy [2,3,4,5,6,7], confidence in
predictions [8], model updates [9], accompanying explanations [10,11,12,13,8], or error
boundaries [14] on recommendation adoption in AI-assisted decision-making, there are
still open questions about the mechanics of how humans’ confidence in their own deci-
sion influences recommendation adoption in situations of high uncertainty, and how we
can leverage such information to best combine human and AI decisions.

Closing this gap, our work investigates how different mechanisms for the integration
of AI-generated recommendations influence the performance of AI-assisted humans in
an online study. To this end, we study the willingness of human participants to revise
their decision in an image recognition task, which can be modulated such that it exhibits
different levels of difficulty. Participants were exposed to AI-generated recommendations
that were either displayed as originating from an AI or other humans. Using a controlled
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experiment, we study how the difficulty of the decision task and the resulting confidence
of humans influences participants’ willingness to adopt recommendations. We further
investigate how the ordering in which recommendations are presented, i.e., either before
or after an image is shown, affects both the willingness to adopt a recommendation and
the accuracy of the final decision. To help resolve inconclusive findings on whether hu-
mans show biases against intelligent systems [15,16,1,17], the study secondly addresses
the difference in decision revision dependent on the nature of the agent, i.e., whether
recommendations are displayed as originating from a human versus a machine.

The study has been implemented as a crowdsourcing experiment with a between-
subjects, two-by-two factorial design with four experimental groups (human vs. machine
recommendation × recommendation first vs. recommendation second) and one control
group (no recommendation). A total of 264 human participants had to complete a se-
ries of respectively ten training and 50 experiment rounds, where each round was de-
voted to one task, i.e., one image to identify. The task was to judge which object out
of a pre-determined set of 16 options an image displayed. The participants had to state
the confidence in their decision using a continuous slider bar with values ranging from
0 (no confidence) to 100 (absolute confidence). Depending on the condition, this im-
age recognition task was either preceded or followed by a recommendation, or no rec-
ommendation was given at all. A recommendation was signalled by a highlighted box
around one pictogram of the response options on the response screen. The recommenda-
tions were predictions from the deep neural network for image classification ResNet-152
[18], disguised as human recommendations for the human experimental groups. Images
were obtained from ImageNet (ILSRVR 2012) [19], as a selection of animals and ob-
jects. In order to mimic decision-making under uncertainty and in which AI-assistance is
needed, different degradation techniques were applied to the images. We considered im-
age degradations originally used in [20], which compared the robustness of humans and
deep neural networks against different types and levels of image manipulations. Select-
ing four degradation types for which human participants showed a considerable decrease
of accuracy, we applied respectively eight levels of uniform noise, contrast reduction and
two Gaussian filters.

While the analysis of the results is ongoing, the preliminary findings of our study re-
veal no significant differences in decision accuracy between participants in the groups of
the experiment, suggesting that the different mechanisms to present AI-generated recom-
mendations did not influence the performance of humans. We further find that present-
ing participants with an AI recommendation led them to revise their decision more of-
ten compared to a recommendation presented as originating from a human. Whether this
finding indicates a higher level of trust in machine advice compared to human advice, or
whether our approach of simulating human recommendations may not have been cred-
ible enough, needs further investigation. As expected, low confidence correlated with a
higher willingness to revise a decision and adopt a recommendation, both from humans
and AI. Studying whether Machine Learning techniques can be used to predict the out-
come of human decisions, we find that the confidence score provided by participants is a
good predictor for whether a human decision will be correct or not.

Our study represents a promising first step towards a more systematic investigation
of mechanisms for human-AI decision-making. It further highlights the potential to im-
prove machine decisions by means of an inclusion of observational data on human deci-
sions, such as confidence, possibly observed in a less obtrusive way.
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